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Abstract

Using CES earnings data, I estimate the private, risk-adjusted value of industry-specific human
capital for employees in 72 industries. For each industry, I obtain the certainty equivalent
income, which renders an individual indifferent between receiving and consuming this income
and implementing the optimal consumption and portfolio choice decisions that solve the average
Euler equations for employees in that industry. Depending on the industry of employment, every
dollar initially earned is worth between 86 and 99 cents, when adjusted for the risks in industry-
specific per-capita income growth, and the potential to hedge these risks with investments in
the aggregate stock market.
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1 Introduction

Attempts to estimate the value of human capital usually rely on a present value of appropriately

discounted earnings flows because human capital is a non-traded asset. Labor income consists

of aggregate and idiosyncratic stochastic components. Aggregate income risks can be priced by

adjusting the discount factor used to discount future cash flows. Such an adjustment takes into

account an individual’s ability to partially hedge aggregate labor income risks by investing in

risky financial assets. However, an individual’s private value of human capital may differ from a

market estimate because of persistent and transitory idiosyncratic income shocks that are not fully

insurable. The private value of human capital depends on the individual’s preferences, constraints,

and state variables (Benzoni and Chyruk, 2015). To my knowledge, this paper is the first attempt

to estimate a risk-adjusted, private value of industry-specific human capital.

A large body of literature proposes sophisticated earnings processes to capture the empirical

properties of idiosyncratic labor income components (see, e.g., MaCurdy (1982), Abowd and Card

(1989), Meghir and Pistaferri (2004), Browning, Ejrnaes, and Alvarez (2010), Altonji, Smith Jr, and

Vidangos (2013), Arellano, Blundell, and Bonhomme (2017), De Nardi, Fella, and Paz-Pardo (2020),

and Guvenen, Karahan, Ozkan, and Song (2021)). Life-cycle portfolio choice models employ these

processes to derive optimal consumption and asset allocation decisions (see, e.g., Cocco, Gomes,

and Maenhout (2005), Gomes and Michaelides (2005), Lynch and Tan (2011), Fagereng, Gottlieb,

and Guiso (2017), Calvet, Campbell, Gomes, and Sodini (2021), and Catherine (2021)). Gomes,

Haliassos, and Ramadorai (2021) provide a recent overview of this literature.

Much less attention is usually given to the properties of the aggregate labor income process.

Shocks to persistent and sometimes transitory labor income components are usually assumed to

contain an aggregate term that is contemporaneously correlated with the return on the aggregate

stock market (see, e.g., Blundell and Stoker (2005), Cocco et al. (2005)). In an extension, Benzoni,

Collin-Dufresne, and Goldstein (2007) allow for time-varying correlation between aggregate labor

income growth and the return on the aggregate stock market that increases with the individual’s

investment horizon. This assumption has important portfolio choice implications: younger investors

optimally invest less in stocks than older investors because their labor income already inherits the

risk profile of risky financial assets. Thus, distributional assumptions about the joint process
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governing aggregate labor income growth and the return on the stock market certainly matter.

In this paper, I focus on the role of aggregate labor income risk in estimating the value of

human capital but refrain from making any assumptions about the joint distribution of aggregate

labor income growth and the return on the aggregate stock market. Moreover, I consider aggre-

gate labor income risk at the industry level instead of overall aggregate labor income risk. This is

motivated by several observations: first, a substantial literature in labor economics documents per-

sistent inter-industry wage differentials,1 which are likely to affect the moments of industry-specific

labor income. Variation in labor income risk across industries contributes to explaining some of the

heterogeneity in financial risk-taking observed in household data (Betermier, Jansson, Parlour, and

Walden, 2012).2 Second, Eiling (2013) shows that the cross-section of expected returns is predomi-

nantly affected by industry-level rather than aggregate labor income risk. Eiling, de Jong, Laeven,

and Sperna Weiland (2019) find that industry-specific hedging demands vary with the investment

horizon, and are statistically and economically most significant at medium-term horizon.3

Third, important portfolio choice decisions are often made for an aggregate of investors that

falls somewhere between the individual level and the overall aggregate level. In Australia and The

Netherlands, for example, many pension funds are organized at the industry level. An optimal

default asset allocation for a defined contribution (DC) pension plan at the industry level should

reflect the industry-specific income risks faced by its members. While many pension plans are

organized at the employer level in the U.S., the Setting Every Community Up for Retirement Plan

Enhancement (SECURE) Act of 2019, which took effect on January 1, 2021, favors pooled employer

plan (PEP) and multiple employer plan (MEP) pension provision. Thus, the risks shared by these

employers become important for optimal portfolio choice decisions. While there is no requirement

that plans from the same industry participate in PEP and MEP agreements, the methods applied

in this paper to value human capital at the industry level can be applied to any level of aggregation.

1See, for example, Dickens and Katz (1987), Krueger and Summers (1987), Krueger and Summers (1988), Katz and
Summers (1989), Thaler (1989), Neal (1995), and Weinberg (2001).

2A substantial literature investigates the impact of income risk on household portfolio choice decisions (see, e.g., Heaton
and Lucas (2000), Vissing-Jørgensen (2002b), Angerer and Lam (2009), Bonaparte, Korniotis, and Kumar (2014),
Palia, Qi, and Wu (2014), Fagereng, Guiso, and Pistaferri (2018), and Bagliano, Corvino, Fugazza, and Nicodano
(2021). Usually, authors document a significant impact of either income volatility or the correlation between income
and stock return on financial risk-taking. None of these papers explores industry-specific labor income risks.

3These hedging demands depend on whether human capital is more bond-like as in Cocco et al. (2005) or more
stock-like as in Benzoni et al. (2007). Huggett and Kaplan (2016) find that the bond component of human capital
dominates its stock component at all ages.
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I derive the optimal portfolio for the individuals employed in a certain industry by solving the

average Euler equations for consumption and portfolio choice for the employees in that industry

resulting from a standard dynamic portfolio choice model with finite investment horizon and risky

labor income (Koijen, Nijman, and Werker, 2010). In line with most of the dynamic and life-cycle

portfolio choice literature, I assume an asset universe that consists of cash and an investment in the

aggregate stock market only. Labor income contains an industry-specific aggregate component and

an idiosyncratic component. Permanent and transitory idiosyncratic income shocks are generated

according to the stochastic process used by Cocco et al. (2005), Calvet et al. (2021), and many oth-

ers. Under these assumptions, the average Euler equations depend on industry-specific per-capita

income growth and the cross-sectional second moments of idiosyncratic permanent and transitory

income shocks. These moments enter the average Euler equations because of the cross-sectional

aggregation of labor income. This is similar to asset pricing models with heterogeneous investors,

in which the aggregate pricing kernel contains second moments of idiosyncratic consumption (see,

e.g., Constantinides and Duffie (1996), Vissing-Jørgensen (2002a), and Balduzzi and Yao (2007)).4

Consistent with most of the life-cycle portfolio choice literature, I assume that individuals in all

industries face the same idiosyncratic income risks.5 Under this assumption, all variation in optimal

control variables across industries is due to differences in the data generating process of per-capita

labor income for given preference parameters. Thus, variation in human capital across industries

is reflected in differences in the certainty equivalent income (CEI) that renders an individual

indifferent between receiving and consuming CEI and implementing the optimal consumption and

portfolio choice decisions derived from solving the average Euler equations for the employees in a

given industry. Importantly, I leave the joint distribution of industry-specific per-capita earnings

growth and the return on the aggregate stock market unspecified. Such distributional assumptions

would completely determine any inter-industry variation in the value of human capital. To do this,

I follow Brandt (1999) and estimate policy functions from solving a sample counterpart of the Euler

equations for consumption and portfolio choice. I use GMM (Hansen, 1982) for this purpose. I

4Blundell and Stoker (2005) discuss issues in aggregating heterogeneous individual stochastic processes.
5An exemption is Campbell, Cocco, Gomes, and Maenhout (2001), who estimate separate parameters of the idiosyn-
cratic earnings process for individuals employed in five broad industries. Because of the lack of appropriate data, it
is impossible to extend their analysis to the disaggregated industry classification level used in my analysis. Davis
and Willen (2000) and Davis and Willen (2014) condition the covariance structure between labor income and stock
returns on sex, education and birth cohort and on 10 occupations, respectively.
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extend the parameterization approach proposed by Brandt (1999), Brandt and Santa-Clara (2006)

and Brandt, Santa-Clara, and Valkanov (2009)6 to a model, in which the value function is not

homogeneous in wealth due to the presence of labor income. I also propose a simple way of

imposing borrowing and short-sale constraints.

I estimate CEI for employees in 72 industries defined at the three-digit industry classification

level using data on industry-specific per-capita earnings from January 1990 to December 2019

from the Current Employment Statistics (CES). The resulting cross-sectional distribution of CEI

reflects to a large extent the distribution of initial per-capita labor income (Ȳ0) in January 1990.

This is consistent with Benhabib, Bisin, and Luo (2019) who observe that models that “focus on

precautionary savings as an optimal response to stochastic earnings [...] tend to produce tail indices

of wealth close to the distribution of labor earnings which has been fed into the model.”

For this reason, I focus on certainty equivalent income per dollar of initial income (CEI/Ȳ0)

to eliminate the effect of the per-capita income level from the value of industry-specific human

capital. All remaining variation in this measure is due to differences in the data generating process

of per-capita income growth across industries. Based on estimates of idiosyncratic income risk and

preference parameters from Calvet et al. (2021), the average CEI/Ȳ0 across industries is 93.5% if

investors use the dividend-price ratio to predict future per-capita income growth and stock return.

If predictability is ignored, this value decreases to 91.0%. Most importantly, I find substantial inter-

industry variation in CEI/Ȳ0, which ranges from 86.4% in “Motion picture and sound recording

industries” to 99.0% in “Data processing, hosting and related services” with predictability. Thus,

adjusted for the risks in industry-specific per-capita income growth, and the potential to hedge

these risks with investments in the aggregate stock market, every dollar initially earned is worth

between 86 and 99 cents, depending on the industry of employment.

What explains this large cross-sectional variation in certainty equivalent income per dollar of

initial income? Using cross-sectional regressions, I relate CEI/Ȳ0 to moments of industry-specific

real income growth and its comoments with the real return on the aggregate stock market. I com-

pute these moments for 12- and 60-month income growth and stock return. This follows Guvenen

et al. (2021) who show that 60-month income growth mostly reflects persistent changes in income

while 12-month income growth reflects transitory changes. The average R2 of the cross-sectional

6Applications include Ghysels and Pereira (2008), Inkmann and Shi (2015), Beber, Brandt, Cen, and Kavajecz (2019).
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regressions employing moments of 12-month (60-month) income growth and stock return is about

80% (90%), which indicates the particular importance of persistent changes in per-capita income

growth for the value of industry-specific human capital. Average per-capita income growth signifi-

cantly increases the value of human capital, while the variance of income growth reduces CEI/Ȳ0,

as expected. Skewness in per-capita income growth is insignificant. The same holds for kurtosis in

transitory income changes. However, kurtosis in persistent per-capita income changes significantly

reduces scaled certainty equivalent income. A higher correlation between income growth and the

return on the aggregate stock market reduces the value of industry-specific human capital because

the potential to hedge income risk with allocations to the stock market is reduced.

I propose to use higher-order comoments of industry-specific per-capital income growth and the

return on the aggregate stock market to capture business cycle variation in aggregate income risk.

An industry with a low negative value of coskewness between income growth and stock return is

likely to exhibit high labor income growth volatility during recessions. An industry with a high

positive value of cokurtosis between income growth and stock return is likely to exhibit negative

skewness in labor income growth during recessions. Storesletten, Telmer, and Yaron (2004) docu-

ment countercyclical variation in idiosyncratic labor income volatility. Guvenen et al. (2014) find

cyclical skewness rather than countercyclical variance in idiosyncratic income shocks.7 Specifically,

the worst labor labor income shocks happen in recessions, which tend to coincide with adverse out-

comes on financial markets. In line with Guvenen et al. (2014), I do not find any significant effect

of coskewness, while cokurtosis at the aggregate income level turns out significant and negative.

Moreover, the effect of cokurtosis is economically significant: a one standard deviation increase in

the cokurtosis between 60-month per-capita income growth and stock return decreases CEI/Ȳ0 by

0.93 percentage points in the absence of predictability. For comparison, the corresponding effect of

correlation is 0.83 percentage points.

7Bayer, Lütticke, Pham-Dao, and Tjaden (2019) allow for persistent changes in the variance of persistent income
shocks and explore macroeconomic consequences. Lynch and Tan (2011) and Catherine (2021) investigate the life-
cycle portfolio choice implications of countercyclical volatility and cyclical skewness in individual income, respectively.
Catherine, Sodini, and Zhang (2020) show that predictions of the life-cycle model of Catherine (2021) are consistent
with observed behavior of Swedish households.
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2 Income growth heterogeneity and aggregation

2.1 Individual income growth

Based on a standard (or “canonical”, De Nardi et al. (2020)) process for individual labor income,

per-capita income growth at the industry level is derived using aggregation techniques discussed in

Blundell and Stoker (2005). Similar to these authors, Cocco et al. (2005), Gomes and Michaelides

(2005), Calvet et al. (2021), and many others, I express log income, yist = lnYist, of individual i in

industry s at time t as the sum of permanent and transitory components

yist = πist + τit (1)

πist = πist−1 + ηist, πis1 = ηis1 (2)

ηist = νst + εit, (3)

where τit ∼ iidN(0, σ2τ ) and εit ∼ iidN(0, σ2ε). Here, νst denotes an aggregate random component

that is industry-specific in contrast to existing literature. For this reason, the individual income has

an industry-specific subscript as well. In line with previous work, I assume that the aggregate com-

ponent may be correlated with aggregate stock market returns. However, unlike previous literature

I do not make any distributional assumptions about νst. My approach is semiparametric in the sense

that I fully specify a parsimonious parametric process8 for the idiosyncratic income components

but leave the process for the industry-specific aggregate component completely unspecified.

The canonical income process implies the following processes for changes in log income and

individual income growth, Gist

∆yist = νst + εit + ∆τit (4)

Gist = exp (∆yist) = exp (νst + εit + ∆τit) . (5)

8The canonical income process has been extended along several dimensions. Permanent income shocks have been
replaced with persistent shocks (e.g. De Nardi, Fella, and Paz-Pardo (2020)), the distribution for innovations has
been replaced with a mixture of normal distributions (Guvenen, Karahan, Ozkan, and Song (2021)) to allow for
negative skewness and high kurtosis in the cross-sectional distribution of earnings, and cyclical variation in the second
(Storesletten et al. (2004), Lynch and Tan (2011)) and third (Guvenen et al. (2014), Catherine (2021)) moments of
idiosyncratic income shocks has been introduced. Like many authors, I disregard these extensions because my interest
focuses on the time series properties of industry-specific per-capita income growth.
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2.2 Per-capita income growth

Note that the cross-sectional average of (5) across the employees in industry s is not a correct

measure of per-capita income growth. This was emphasized by Blundell and Stoker (2005) in the

context of aggregate consumption. The correct measure is the ratio of two per-capita incomes in

subsequent periods. Using repeated substitution, individual income, Yist, and its cross-sectional

average, Ȳst, follow as

Yist = exp

 t∑
j=1

(νsj + εij) + τit

 (6)

Ȳst = exp

 t∑
j=1

νsj + 0.5
(
tσ2ε + σ2τ

) (7)

using well-known properties of the lognormal distribution and assuming that the number of indi-

viduals in each industry is sufficiently large to ensure that the cross-sectional average of individual

income shocks is zero. Note that the νsj terms are nonstochastic in the cross section because all

individuals in the same industry are subject to the same aggregate shocks. Then per-capita income

growth in industry s, Gst, results as

Gst =
Ȳst
Ȳst−1

= exp
(
νst + 0.5σ2ε

)
. (8)

It will be convenient to express individual income growth in (5) in terms of industry-specific per-

capita income growth

Gist = Gst exp
(
εit + ∆τit − 0.5σ2ε

)
(9)

to solve the consumption and portfolio choice problem for the employees in industry s.

3 Individual and aggregate consumption and portfolio choice

3.1 Individual optimization problem

In line with much of the life-cycle portfolio choice literature (e.g. Cocco et al. (2005), household i in

industry s is assumed to maximize the time-0 conditionally expected power utility in consumption
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E0

[
T∑
t=0

δt
C1−γ
ist

1− γ

]
, (10)

where γ > 0 (γ 6= 1) denotes the household’s coefficient of relative risk aversion, δ its subjective

discount factor and T its investment horizon, by optimally choosing consumption, Cist, and the

allocation, wist, to a single risky asset with real return Rt+1 for t = 0, . . . , T . Assuming that the

remainder 1 − wist is invested in a risk-free asset with real return Rft+1, the real return on the

portfolio, Rpist+1, follows as

Rpist+1 = Rft+1 + wistR
e
t+1, (11)

where Ret+1 = Rt+1 − Rft+1 denotes the excess return on the risky asset. Consumption is financed

from cash-on-hand, Xist, which evolves according to

Xist+1 = (Xist − Cist)Rpist+1 + Yist+1 (12)

⇔ Xist+1

Yist+1
= G−1ist+1

(
Xist

Yist
− Cist
Yist

)
Rpist+1 + 1 (13)

⇔ xist+1 = G−1ist+1 (xist − cist)Rpist+1 + 1 (14)

⇔ xist+1 = G−1ist+1xist (1− qist)Rpist+1 + 1. (15)

Lower letters for cash-on-hand and consumption refer to ratios of these variables to labor income.

Using these scaled variables, the optimization problem can be expressed in terms of earnings growth

because the value function of the problem is homogeneous in labor income. The evolution of cash-

on-hand is rewritten in (15) in terms of the consumption share qist = cist/xist = Cist/Xist.

I assume that the household conditions on a macroeconomic state variable, zt, when forming

expectations of labor income and asset returns. This assumption allows for return predictability

in contrast to the assumption of iid returns commonly employed in the life-cycle portfolio choice

literature.9 The model is solved using dynamic programming. The Bellman equation of the problem

can be written as (see Appendix A.1 for a derivation)

Vist (xist, zt) = max
cist,wist

{
c1−γist

1− γ
+ δEt

[
G1−γ
ist+1Vist+1 (xist+1, zt+1)

]}
. (16)

9Exceptions are Benzoni et al. (2007), Koijen et al. (2010), Lynch and Tan (2011), and Michaelides and Zhang (2017).
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The terminal condition of the problem is

VisT (xisT , zT ) =
x1−γisT

1− γ
(17)

because the household optimally consumes all available cash-on-hand at the investment horizon T ,

i.e. cisT = xisT or qisT = 1. The Euler equations for consumption and the allocation to the risky

asset follow from (16) as (see Appendix A.2)

Et

[
δ

(
Gist+1

cist+1

cist

)−γ
Rft+1 − 1

]
= 0 (18)

Et

[
δ

(
Gist+1

cist+1

cist

)−γ
Ret+1

]
= 0. (19)

Using the canonical model for individual income, Gist+1 is affected by industry-specific per-capita

income shocks and permanent and transitory idiosyncratic income shocks as shown in (9).

3.2 Aggregate optimization problem

There is a pair of Euler equations (18) and (19) for every individual investor i in industry s. Assume

now a trustee of a DC pension plan who is responsible for finding an optimal default asset allocation

for all the employees in industry s. In theory, the trustee could stack the Euler equations of all

employees in one large vector and use, e.g., GMM to estimate the optimal control variables. GMM

sets a sample equivalent of the Euler equations for all investors equal to zero because the problem

is exactly identified. The trustee then could implement the average optimal portfolio.

In practice, such an approach of finding an optimal portfolio for an aggregate of investors is

infeasible because of the involved dimension of the optimization problem. Therefore, the individual

problem is typically solved repeatedly for a large number of draws from the assumed distributions

of the innovations of a joint labor income and stock return process such as the canonical process

introduced earlier. The average solution then could be implemented by the trustee. Given my

focus on deriving an estimate of industry-specific human capital in the absence of distributional

assumptions, I am not willing to specify the joint distribution of industry-specific income shocks

and shocks to the return on the aggregate stock market. Therefore, this standard approach of

finding an average optimal solution for an aggregate of investors becomes unfeasible as well.
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Instead, I impose the overidentifying restriction that the same set of optimal control variables

solves the Euler equations for all employees in industry s. While the sample equivalent of the

Euler equations will no longer be zero under these constraints, the GMM estimator of the optimal

control variables would set the sample equivalent of all Euler equations as close as possible to zero.

Thus, the optimal consumption and portfolio choice variables for the employees in industry s are

the ones that provide the best fit with the population Euler equations on average. Moreover, the

same optimal control variables also solve the average Euler equations

Et

[
δ

(
Gst+1

cst+1

cst

)−γ
exp

(
γ2σ2τ + 0.5

(
γ + γ2

)
σ2ε
)
Rft+1 − 1

]
= 0 (20)

Et

[
δ

(
Gst+1

cst+1

cst

)−γ
exp

(
γ2σ2τ + 0.5

(
γ + γ2

)
σ2ε
)
Ret+1

]
= 0, (21)

which follow from taking the cross-sectional average of the Euler equations (18) and (19) across

the employees in industry s after replacing Gist+1 with (9), brought forward by one period. The

consumption and portfolio choice control variables lose the i-subscript because a single set of control

variables is sought that sets the Euler equations for all employees as close as possible to zero. Note

that there are as many average Euler equations as optimal control variables, which implies that the

average Euler equations are exactly identified.

The average Euler equations (20) and (21) depend on per-capita income growth and the cross-

sectional variances of idiosyncratic transitory and permanent income shocks that generate pre-

cautionary savings as I will show below. Averaging across Euler equations is common in asset

pricing models with heterogeneous investors to derive an aggregate stochastic discount factor. The

aggregate pricing kernel then depends on cross-sectional moments of idiosyncratic consumption

growth (see, e.g., Constantinides and Duffie (1996), Vissing-Jørgensen (2002a), and Balduzzi and

Yao (2007)) in the same way the average Euler equations derived above depend on cross-sectional

moments of idiosyncratic income.

3.3 GMM estimation of optimal control variables

I describe the estimation approach for a single industry and therefore drop the industry subscript

for the reminder of this section. For given cash-on-hand, xt, the pair of Euler equations, (20) and

10



(21), defines a 2× 1 vector of conditional moment functions, ρ (dt+1, βt) satisfying

Et
[
ρ
(
dt+1, β

0
t

)]
= E

[
ρ
(
dt+1, β

0
t

)
| zt
]

= 0, (22)

where dt+1 =
(
Gt+1, R

f
t+1, R

e
t+1

)
collects the involved industry-specific income growth and asset

return variables and βt = (qt, wt)
′ is the 2× 1 vector of unknown control variables (or parameters)

to be estimated. The 0-superscript indicates the true parameter vector solving the Euler equations.

The conditional expectation in (22) is a possibly nonlinear function of the predictive variable,

zt. Hence, the true parameter vector satisfying the Euler equations is a function of zt as well.

Similar to Brandt (1999), Brandt and Santa-Clara (2006), and Brandt et al. (2009), I will make

this function explicit by parameterizing the unknown vector of control variables as

β0t = Λ
(
Θ0
t (xt) z

p
t

)
(23)

= Λ
(
vec
(
Θ0
t (xt) z

p
t

))
(24)

= Λ
(

(zpt ⊗ I2)
′
vec
(
Θ0
t (xt)

))
(25)

= Λ
(

(zpt ⊗ I2)
′
θ0t

)
, (26)

where zpt is a (m+ 1) × 1 vector of polynomial terms in the predictive variable, zt. For example,

a second-order polynomial zpt =
(
1, zt, z

2
t

)′
results from m = 2, while an unconditional model

follows from m = 0. The idea is that any nonlinear function can be approximated by a sequence of

polynomial terms. The parameter matrix Θt (xt) is of dimension 2 × (m+ 1). I write this matrix

as a function of cash-on-hand, xt, to reflect that different vectors of control variables will solve the

Euler equations for different values of cash-on-hand. For notational simplicity, I omit this argument

from the 2 (m+ 1)×1 parameter vector θ0t = vec
(
Θ0
t (xt)

)
.10 The function Λ (·) is applied element-

wise and ensures that the consumption share, qt, and the allocation to the risky asset, wt, fall into

the unit interval in line with the borrowing and short-sale constraints typically faced by households.

I use the cdf of the Logistic distribution, Λ (a) = 1/1+exp(−a) for this purpose.11

The econometric problem of estimating β0t now has been transformed into estimating θ0t . The

10The vec-operator stacks the columns of a matrix into a column vector. I use vec (AXB) = (B′ ⊗A) vec (X) in (25).
11Any other sigmoid function would work as well.
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conditional moment restriction (22) implies by the law of iterated expectations that the vector of

conditional moment functions is uncorrelated with all functions of the state variable, zt. In the

simplest case, θ0t solves the orthogonality conditions E
[
(I2 ⊗ zpt ) ρ

(
dt+1, θ

0
t

)]
= 0, where I2 denotes

the 2× 2 identity matrix. This assumes that the borrowing and short-sale constraints imposed by

the Λ (·) function in (26) are not binding. To allow for these constraints, I use an extended vector

of unconditional moment functions

ψ (dt+1, zt, θt) =

 (I2 ⊗ zpt ) ρ (dt+1, βt)

βt − Λ
(

(zpt ⊗ I2)
′
θt

) (27)

satisfying the orthogonality conditions E
[
ψ
(
dt+1, zt, θ

0
t

)]
= 0. The role of the extra two moment

functions added by the parameterization (26) is as follows: when the borrowing and short-sale

constraints are binding, a sample equivalent of E
[
(I2 ⊗ zpt ) ρ

(
dt+1, θ

0
t

)]
will not be zero. The extra

moment functions then provide two overidentifying restrictions. Correspondingly, I use GMM

(Hansen, 1982) with identity weight matrix

θ̂t = argmin
θt

 1

S − T

S−(T−t)∑
j=t+1

ψ (dj+1, zj , θt)

′ 1

S − T

S−(T−t)∑
j=t+1

ψ (dj+1, zj , θt)

 (28)

to estimate θ0t from a sample of time series observations {dj+1, zj : j = 1, . . . , S − 1}.12 Recall that

T denotes the household’s investment horizon, while S denotes the length of the sample. The Euler

equations at each rebalancing time are replaced with a time series average over S − T observations

in overlapping intervals of a length equal to the investment horizon T . Note that the joint empirical

distribution of industry-specific per-capita income growth and stock return is preserved in each of

these T -period intervals and therefore reflected in the resulting optimal policies.

Starting from t = T −1, the problem (28) is solved at every rebalancing time, t = 0, . . . , T −1,13

for all cash-on-hand values, xt, in a grid of possible values. For every grid point, a different vector of

optimal control variables is obtained from (26). I will make the relationship between cash-on-hand

12GMM is used here to estimate the optimal consumption and portfolio choice decisions entering the Euler equations for
given preference parameters. This should not be confused with a literature in the tradition of Hansen and Singleton
(1982) that estimates preference parameters from Euler equations given data on aggregate consumption.

13For t = T , the optimal control variables are trivial, qT = 1 and wT = 0.
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and control variables explicit by parameterizing θt as

θt = vec (Θt (xt)) = Γtx
p
t + εt, (29)

where xpt is a (n+ 1)×1 vector of polynomial terms in cash-on-hand, xt. For example, a third-order

polynomial xpt =
(
1, xt, x

2
t , x

3
t

)′
results from n = 3. The 2 (m+ 1) × (n+ 1) parameter matrix Γt

can be estimated by OLS once θt has been estimated for all grid values of xt. Given the OLS

estimator Γ̂t, the policy functions in xt and zt can be estimated from (26) as

β̂t = Λ
(

(zpt ⊗ I2)
′
Γ̂tx

p
t

)
. (30)

The optimal control variables are now functions of all polynomial terms in cash-on-hand, xt, and

state variable, zt, and of all possible interactions of these polynomial terms.14 At every rebalancing

time t, the optimal future consumption share, qt+1, entering the Euler equations (20) and (21) can

be found from evaluating the policy functions (30) at next period’s cash-on-hand, xt+1, obtained

from (15), and next period’s state variable, zt+1, observed in the data, using the parameter matrix

Γ̂t+1 previously estimated at rebalancing time t+ 1.

3.4 The value of industry-specific human capital

After solving the consumption and portfolio choice problem for the large number of industries in

my sample, I calculate for each industry the certainty equivalent income, CEI, that renders an

individual indifferent between receiving and fully consuming CEI and implementing the optimal

consumption and portfolio choice decisions derived from solving the average Euler equations for

the employees in that industry. Given the same process for idiosyncratic income shocks across

industries, any variation in CEI across industries is caused by differences in the joint distribution

of industry-specific per-capita labor income growth and the return on the aggregate stock market.

Hence, CEI measures the certainty equivalent income stream that is generated by risky, industry-

specific human capital. While I will focus on the properties of this income stream in the empirical

14Without labor income, the last term in (15) disappears and the value function becomes homothetic in cash-on-hand.
Solving the consumption and portfolio choice problem without labor income is much less demanding because it avoids
the problem of interpolating optimal control variables across a grid of possible cash-on-hand values. In my approach,
this interpolation is achieved by the regression (29), which leads to the parameterized policy functions (30).
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section below, a human capital measure can be readily obtained from discounting an industry-

specific CEI stream with yields on risk-free bonds. All underlying risks are already accounted for.

Given this close connection between human capital and CEI, I also will refer to the latter as a

measure of industry-specific human capital.

Starting from t = 0, I obtain the initial optimal consumption share, q̂0, from (26) for the

observed state variables, z0. Using the initial values of (scaled) cash-on-hand, x0, and per-capita

labor income, Ȳ0, the initial optimal consumption follows from Ĉ0 = q̂0x0Ȳ0. Using the then

observed realizations of asset returns and per-capita income growth, G1 in (8), I calculate cash-

on-hand at the next rebalancing time, x1, from (15). From evaluating the policy functions (30)

for t = 1 at the then observed state variables, z1, I obtain q̂1 and Ĉ1 = q̂1x1Ȳ1 = q̂1x1G1Ȳ0 =

q̂1x0 (1− q̂0)Rp1Ȳ0. The process is then iterated forward to t = T . Using this algorithm, I calculate

the optimal consumption decisions, Ĉjt, for each rebalancing time t = 0, . . . , T and each observation

j = 1, . . . , S − T in the sample and estimate the household’s time-0 value function V0 (x0, z0) as

V̂0 =
1

S − T

S−T∑
j=1

T∑
t=0

δt
Ĉ1−γ
jt

1− γ
. (31)

CEI then follows from

T∑
t=0

δt
CEI1−γ

1− γ
= V̂0 ⇔ CEI =

(
(1− δ) (1− γ)

1− δT+1
V̂0

) 1
1−γ

. (32)

4 Data, parameter choice, and policy functions

4.1 Real earnings growth across industries

Data on monthly industry-specific income from January 1990 to December 2019 is taken from the

Current Employment Statistics (CES) provided by the Bureau of Labor Statistics. From CES,

I obtain “average weekly earnings of production and nonsupervisory employees”15 in 1982 – 84

dollars. The corresponding CES earnings series for all employees are too short for my purposes

15According to the CES website: “In service-providing industries, these data are collected for nonsupervisory employees
– those who are not owners or who are not primarily employed to direct, supervise, or plan the work of others. In goods-
producing industries, the data are collected for production employees in mining and logging and in manufacturing,
and for construction employees in construction. Production and construction employees include working supervisors
or group leaders who may be ‘in charge’ of some employees, but whose supervisory functions are only incidental to
their regular work.”
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because they usually only start in January 2006. CES provides all series in either raw of seasonally

adjusted form. I choose the former because seasonal adjustment is likely to smooth the inter-

temporal variation in earnings growth, which may conceal potential hedging demands. The industry

classification system of CES can be mapped into the more familiar 2017 North American Industry

Classification System (NAICS). Real earnings for production and nonsupervisory employees are

available for 72 of the 86 subsectors at the three-digit NAICS level (84% coverage). The coverage

of less aggregated industries at the four-, five- and six-digit NAICS level is substantially worse. For

this reason, I use the 72 subsectors for my analysis but for simplicity I refer to them as industries.

Table A.1 in the Online Appendix shows the industry designations of the 72 industries involved

in this study and their CES identifiers. The table also reports the initial, January 1990, level of

annualized real per-capita earnings, Ȳ0, for each industry in thousands of 1982 – 84 dollars. Initial

annual per-capita earnings substantially vary between 5, 257 (1982 – 84) dollars in the “Food

services and drinking places” industry and 30, 317 dollars in the “Petroleum and coal products”

industry.16 Table 1 reports cross-sectional descriptive statistics for selected time series moments of

real per-capita earnings growth (Gs) and its comoments with the real return on the CRSP value-

weighted broad stock market index (R) for the sample of s = 1, . . . , 72 industries. The moments

include the mean, volatility, skewness and kurtosis of earnings growth. The comoments consist of

correlation as well as coskewness and cokurtosis definded as

Coskewnesss =
E
[
(Gs − E [Gs])

2 (R− E [R])
]

σ (Gs)
2 σ (R)

, (33)

Cokurtosiss =
E
[
(Gs − E [Gs])

3 (R− E [R])
]

σ (Gs)
3 σ (R)

, (34)

where σ (·) denotes the standard deviation. An industry with a (low) negative value of coskew-

ness between earnings growth and aggregate stock return is likely to exhibit high earnings growth

volatility during recessions in line with Storesletten et al. (2004). An industry with a (high) positive

value of cokurtosis between industry-specific earnings growth and aggregate stock return is likely to

exhibit negative skewness in earnings growth during recessions in line with Guvenen et al. (2014).

To my knowledge, coskewness and cokurtosis have not been used before to measure cyclical varia-

16This industry already paid the highest wages in 1984 in a sample of 42 industries employed by Krueger and Summers
(1988). It also paid highest wages after controlling for human capital and demographic background.

15



tion in earnings risk. The empirical comoments in Table 1 are estimated by replacing expectation

operators in (33) and (34) with time series averages. Given that these moments are intended to

capture business cycle variation in earnings risk, it is important to note that the sample period

covers three NBER recessions.

I compute all moments and comoments for the raw data of monthly earnings growth and stock

return (Panel A in Table 1), and for 12- (Panel B) and 60-month (Panel C) cumulative earnings

growth and stock return. Following Guvenen et al. (2021), moments of 60-month earnings growth

mostly reflect persistent changes in earnings while moments of 1- and 12-month earnings growth

reflect to a larger extent transitory changes. Eiling et al. (2019) argue that short-term moments of

labor income may be affected by sticky wages, which provides another reason to consider moments

of medium-term income growth as well.

Panel A of Table 1 shows substantial cross-sectional heterogeneity in the time series moments

of monthly industry-specific real per-capita income growth and its comoments with real stock

return across industries. The average growth across industries is 1.001 with an average volatility

of 0.021. Unreported in Table 1, the “Couriers and messengers” industry shows the highest per-

capita income growth and the highest income growth volatility across all industries over the sample

period. On average, the real monthly per-capita income growth distribution is slightly skewed to

the left and leptokurtic. The average correlation between income growth and stock return is slightly

negative (−0.012) and ranges from −0.087 in “Insurance carriers and related industries” to 0.092

in “General merchandise stores”. Coskewness is on average close to zero and cokurtosis slightly

negative. According to these measures, the “Transportation equipment” industry is most likely

to experience high income growth volatility during recessions, while employees in “Electronics and

appliance stores” are most likely to face negative skewness in income growth during recessions.

Panels B and C show that these moments change considerably when income growth and stock

return are calculated over increasingly longer horizons. When income growth is calculated over

12- and 60-month horizons, its distribution is skewed to the right.17 Importantly, the correlation

becomes positive at longer horizons and reaches an average of 0.15 at 60-month frequency, which

suggests a non-negligible positive correlation between persistent shocks to industry-specific income

17It should be emphasized again that these are time series moments that should not be confused with cross-sectional
moments as shown, e.g., in Guvenen et al. (2021). Income growth in the cross-section exhibits negative skewness.
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Table 1: Cross-sectional distribution of time series moments of income growth and stock return

The table shows descriptive statistics for the time series moments (mean, variance, skewness, kurtosis) of real per-
capita income growth and its comoments (correlation, coskewness, cokurtosis) with real stock return across 72 indus-
tries based on CES earnings data and the CRSP value-weighted stock market index.

growth and the return on the aggregate stock market. There is considerable cross-sectional het-

erogeneity in this correlation, which ranges from −0.69 to 0.67 across industries. At the 60-month

horizon, the average cokurtosis between income growth and stock return is 0.288, which shows that

the average industry is affected by negative skewness in per-capita income growth during recessions.
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4.2 Financial market data

I follow Cocco et al. (2005) and consider a simple asset universe consisting of Treasury bills and

an aggregate stock market index for the United States.18 Monthly returns on a 30-day T-bill and

value-weighted monthly returns including dividends on a broad stock market index are obtained

from CRSP for the period January 1990 to December 2019. The data period is determined by the

availability of the industry-specific labor income data described earlier. I use the log dividend-price

ratio as a predictor variable for stock returns and per-capita income growth in the conditional

versions of the dynamic portfolio choice model. The log dividend-price ratio has been used in

numerous predictive regressions of aggregate stock returns and can be motivated by the present-

value relation (Campbell and Shiller, 1988). It has been used as a predictor variable in the life-cycle

portfolio choice models of Lynch and Tan (2011) and Michaelides and Zhang (2017). The dividend-

price ratio also predicts cyclical variation in labor income risk in Lynch and Tan (2011). In Santos

and Veronesi (2006), the log dividend-price ratio depends on the ratio of aggregate labor income to

consumption. Dividends for the CRSP broad stock market index are accumulated over 12 months

at a zero rate of return and then related to the total market value of the index to obtain the

dividend-price ratio. I also obtain monthly (CPI) inflation series from CRSP to convert nominal

returns into real ones.

Table 2: Descriptive statistics for real asset returns and conditioning variable

The table shows descriptive statistics for real asset gross returns and the conditioning variable for the period January
1990 – December 2019 (360 observations). Returns on a 30-day T-bill and value-weighted returns including dividends
on a broad stock market index are obtained from CRSP, which is also the source for the inflation series used to
calculate real returns. Dividends for the CRSP stock market index are accumulated over 12 months at a zero rate of
return and then divided by the total market value to obtain the dividend-price ratio.

18Hedging demands for other asset classes arise if returns covary with earnings. For example, Davidoff (2006) shows
that the value of housing owned by households decreases when income is positively correlated with house prices.
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Table 2 contains descriptive statistics for the time series of real asset returns and the log

dividend-price ratio. Consistent with the descriptive statistics reported earlier, I compute summary

statistics for monthly stock returns and 12-, and 60-month cumulative stock returns. The average

cumulative stock return increases from 0.69% at the monthly horizon to 8.68% and 48.89% at 12-

and 60-month horizons. The volatility of cumulative stock return increases from 4.22% at monthly

horizon to 15.82% and 50.99% at the 12- and 60-month horizons, respectively.

4.3 Parameter choice

I solve the dynamic consumption and portfolio choice problem for an investment horizon of T =

120 months with annual consumption and portfolio rebalancing. I obtain all income process and

preference parameters as well as the initial wealth-to-income ratio from Calvet et al. (2021), who

estimate the cross-sectional distribution of preference parameters from a life-cycle model with a

calibrated canonical labor income process using a large panel of Swedish households. I use the

estimated variances of idiosyncratic transitory and permanent income shocks, which the authors

obtain from the subsample of households in the intersection of medium total income volatility

and medium education (highest degree: high school), σ2τ = 0.0194 and σ2ε = 0.0061. I also use

the median coefficient of relative risk aversion estimated by the authors, γ = 5.3, the median

subjective discount factor, δ = 0.96,19 and the median initial ratio of cash-on-hand to annual

income, x0 = 2.88. Obtaining all estimates from a single source has the advantage that these

numbers are consistent with each other.20 While individuals may select themselves into certain

industries based on their preferences, I assume the same preference parameters for individuals in

all industries because I am interested in the variation in the value of human capital that results from

inter-industry differences in the joint distribution of per-capita income growth and stock return.

Based on these income process and preference parameters, the factor that enters the average Euler

equations in (20) and (21), but not the individual Euler equations in (18) and (19), equals 0.5238.

All dynamic portfolio choice models rely on a third-order (cubic) polynomial in cash-on-hand

resulting from n = 3 in equation (29). At each rebalancing time, I solve the consumption and

19The authors estimate a median time preference rate of 4.08%, which corresponds to δ = 0.96.
20I deviate from the authors’ framework by implicitly assuming an elasticity of intertemporal substitution (EIS) in the

magnitude of 1/γ = 0.19, while the authors estimate a median EIS of 0.42 (25th−percentile equals 0.10). I do this to
avoid estimating the Euler equations implied by Epstein-Zin preferences for 72 industries, which would considerably
add to the already substantial computational burden.
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portfolio choice problem for a grid of 21 values of cash-on-hand. Doubling the number of grid

points yields very similar results. I show results for m = 0, 1, 2 in (26) corresponding to an

unconditional model (m = 0) and two conditional models involving linear (m = 1) or quadratic

(m = 2) functions in the log dividend-price ratio.21 For a dynamic consumption and portfolio

choice problem involving recursive preferences and an infinite investment horizon, Campbell et al.

(2003) show that the policy function for portfolio choice (consumption) is linear (quadratic) in the

state variable, when the Euler conditions and budget constraints are log-linearized. For a portfolio

choice problem in which long-term investors receive utility from terminal wealth, Inkmann and Shi

(2015) demonstrate that most benefits of predictability are already realized with a linear function.

4.4 Policy functions

Figures 1 and 2 depict surface plots of the policy functions (30) for the allocation to stocks and

the consumption share for two selected industries and three rebalancing times (t = 1, 5, 9). All

policy functions involve a cubic polynomial (n = 3) in cash-on-hand and a linear function (m = 1)

in the log dividend-price ratio. Percentiles of the log dividend-price ratio are shown on the axis

labeled z, while ratios of cash-on-hand to labor income between zero and five are shown on the

axis labeled x. By construction, all policy functions fall into the unit interval. This is due to the

Λ (·) function in (26), which reflects the borrowing and short-sale constraints of the household. The

same function is also responsible for the shape of the policy functions for the allocation to stocks

in the log dividend-price ratio, which is nonlinear despite relying on a linear parameterization.

I chose to employ a linear function (m = 1) in the log dividend-price ratio because there is

evidence that a quadratic function (m = 2) is overparameterized. A more flexible polynomial

should always lead to better approximations of the policy functions, but these advantages may be

offset by estimation error.22 Compared to the linear specification, a quadratic specification requires

an additional parameter to be estimated for each control variable at each of the 10 rebalancing

times. Thus, an extra 20 parameters need to be estimated by GMM for each of the 21 grid points

of cash-on-hand. While the estimated CEI for m = 1 and m = 2 always exceed the estimated CEI

21To achieve smooth convergence in GAUSS 21, it turned out to be beneficial to standardize the log dividend-price ratio.
There is no loss of generality because for every regression with a standardized regressor there exists an equivalent
regression with the original regressor. Brandt et al. (2009) use standardized state variables as well.

22This is similar to the case of the equally-weighted portfolio, which achieves higher mean-variance utility than the
optimal mean-variance portfolio due to estimation error (DeMiguel, Garlappi, and Uppal, 2009).
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for the unconditional model (m = 0), the quadratic specification is only able to improve upon the

linear parameterization in the log dividend-price ratio in 5 out of 72 industries.23 However, a cubic

polynomial in cash-on-hand always yields an improvement over a quadratic one.

Panel A of Figures 1 and 2 contains policy functions for “Motion picture and sound recording

industries”, while Panel B contains results for “Data processing, hosting, and related services.”

While I obtained the surface plots for all 72 industries, these two industries are selected based on

optimization results discussed below. Expressed as a fraction of initial per-capita labor income, Ȳ0,

the “Motion picture and sound recording industries” exhibit the lowest CEI/Ȳ0 of all industries,

while “Data processing, hosting, and related services” obtain the highest CEI/Ȳ0.

Figure 1 reflects a number of well-known results from the dynamic portfolio choice and life-

cycle portfolio choice literature: First, the optimal allocation to stocks generally decreases with

increasing cash-on-hand (see, e.g., Cocco et al. (2005) and Fagereng et al. (2017)). Second, the

optimal allocation to stocks generally increases with the log dividend-price ratio (see, e.g., Brandt

(1999)). High values of this state variable indicate favorable investment opportunities. Only for the

myopic investment problem at t = 9, the optimal portfolio remains largely unaffected by variations

in wealth and the state variable because no future rebalancing times, and therefore opportunities

to shift stock exposure over time, remain at this stage. Third, the allocation to stocks generally

increases with the investment horizon (see, e.g., Brandt (1999)), a result which is consistent with

mean reversion in stock returns.

In general, these results hold for both industries. Compared to the data processing industry, the

optimal allocations to stocks in the motion picture industry are generally lower at t = 1 but higher

at t = 5. Allocations to stocks in the motion picture industry become zero at the first rebalancing

time for low values of cash-on-hand and values of the log dividend-price ratio exceeding the 25th−

percentile. This counterintuitive pattern is observed for several industries and suggests that there

are forces in the correlation structure between state variable, earnings growth and stock return that

counteract the mean reversion mechanism. It should be noted that this region in the intersection

of high values of the dividend-price ratio and low values of cash-on-hand is not relevant for the

23An example is given in Figures A.1 and A.2 in Appendix A.3, which compare the policy functions for the allocation
to stocks and the consumption share resulting from m = 1 and m = 2 for “Data processing, hosting, and related
services”. While there are some differences in the optimal allocations, consumption remains mostly unaffected. As a
result, the ratio CEI/Ȳ0 is 0.990 for m = 1 and 0.989 for m = 2.
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Figure 1: Policy functions for the allocation to stocks for two selected industries

The figure shows surface plots of policy functions for the allocation to stocks for “Motion picture and sound recording
industries” (CEI/Ȳ0 = 0.864) and “Data processing, hosting and related services” (CEI/Ȳ0 = 0.990) at rebalancing
times t = 1, 5, 9. All results are based on a cubic polynomial in cash-on-hand (n = 3) and a linear function in the log
dividend-price ratio (m = 1). The preference parameters are set to γ = 5.3 and δ = 0.96. The investment horizon is
10 years. Consumption and portfolio rebalancing occurs on an annual basis. The “w”-axis shows the optimal share
of wealth invested in stocks, the “z”-axis the percentiles of the predictive variable (log dividend-price ratio), and the
“x”-axis the ratio of financial wealth to annual income.

22



Figure 2: Policy functions for the consumption share for two selected industries

The figure shows surface plots of policy functions for the consumption share for “Motion picture and sound recording
industries” (CEI/Ȳ0 = 0.864) and “Data processing, hosting and related services” (CEI/Ȳ0 = 0.990) at rebalancing
times t = 1, 5, 9. All preference and optimization parameters are described in the notes to Figure 1. The “q”-axis
shows the optimal consumption share, the “z”-axis the percentiles of the predictive variable (log dividend-price ratio),
and the “x”-axis the ratio of financial wealth to annual income.
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current optimization problem that is initiated at a higher value of cash-on-hand relative to income.

The surface plots also reveal new results that are the outcome of a parameterization of the policy

function that includes interaction terms of both state variables. For example, while the optimal

allocation to stocks generally increases with decreasing cash-on-hand, this relationship is reversed

for very low values of the log dividend-price ratio at t = 5. In the presence of adverse investment

opportunities, relatively poor households stay out of the stock market. Such results only become

obvious from simultaneously plotting the policy functions along both dimensions of state variables.

Plotting a univariate policy function in one state variable for a median value of the second state

variable would conceal these results.

Compared to Figure 1, the policy functions for the optimal share of consumption in Figure 2

are less sensitive to variation in the log dividend-price ratio. The share of optimal consumption

generally increases with decreasing cash-on-hand. Poor households are financially constrained and

consume almost all their cash-on-hand. This effect is strongest when the investment horizon is

short. Optimal consumption in the data processing industry exceeds optimal consumption in the

motion picture industry at all rebalancing times, but in particular at t = 1.

Figures 3 and 4 explore the role of the idiosyncratic transitory and permanent earnings risk

components entering the average Euler equations in (20) and (21). Recall that these cross-sectional

moments enter these Euler equations as a result of cross-sectional aggregation within the industry.

Panel A of these figures repeats the policy functions for the allocation to stocks and the consumption

share, respectively, that were obtained earlier for the data processing industry at three rebalancing

times. Panel B of these figures shows the corresponding policy functions that result from constrain-

ing both sources of idiosyncratic earnings risk to zero, σ2τ = 0 and σ2ε = 0. In this case, aggregate

income risk at the industry level is the only source of income risk. As a consequence, consumption

increases considerably at all rebalancing times as shown in Figure 4 because investors require less

precautionary savings in the absence of idiosyncratic income risk. For the same reason, for a given

level of wealth, the optimal allocations to stocks decrease at all rebalancing times for all but the

most wealthy investors as shown in Figure 3 because less wealth is required to buffer transitory

and permanent income shocks. However, the investor in Panel B accumulates less wealth than the

investor in Panel A, which offsets this reduction in the optimal allocation to stocks.
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Figure 3: Policy functions for the allocation to stocks with and without idiosyncratic risk

The figure shows surface plots of policy functions for the allocation to stocks for “Data processing, hosting and related
services” at rebalancing times t = 1, 5, 9. Panel A includes the idiosyncratic risk components in the average Euler
equations, while Panel B ignores them. All preference and optimization parameters are described in the notes to
Figure 1. The “w”-axis shows the optimal share of wealth invested in stocks, the “z”-axis the percentiles of the
predictive variable (log dividend-price ratio), the “x”-axis the ratio of financial wealth to annual income.
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Figure 4: Policy functions for the consumption share with and without idiosyncratic risk

The figure shows surface plots of policy functions for share of consumption for “Data processing, hosting and related
services” at rebalancing times t = 1, 5, 9. Panel A includes the idiosyncratic risk components in the average Euler
equations, while Panel B ignores them. All preference and optimization parameters are described in the notes to
Figure 1. The “q”-axis shows the optimal consumption share, the “z”-axis the percentiles of the predictive variable
(log dividend-price ratio), the “x”-axis the ratio of financial wealth to annual income.
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5 Valuing industry-specific human capital

5.1 Certainty equivalent income

Table 3 shows the cross-sectional distribution of certainty equivalent income across the 72 indus-

tries.24 The table shows cross-sectional moments and percentiles of CEI for two types of investors

that either condition on the log dividend-price ratio state variable to predict future per-capita in-

come growth and stock return (“with predictability”), or solve an unconditional problem (“without

predictability”). The table also shows the distributions of initial per-capita labor income, Ȳ0, and

scaled certainty equivalent income, CEI/Ȳ0, across industries. Scaled CEI expresses certainty

equivalent income as a percentage of initial per-capita labor income. This measure removes differ-

ences in the risk-adjusted, private value of human capital that result from differences in the level of

initial labor income across industries. All remaining differences are due to inter-industry variation

in the joint distribution of labor income growth and the return on the aggregate stock market.

Table 3: Distribution of certainty equivalent income (CEI) across industries

The table shows the distribution of certainty equivalent income (CEI) and scaled CEI (CEI/Ȳ0) across industries.
Results in the “With predictability” columns are based on a linear function in the log dividend-price ratio (m = 1).
Results in the “Without predictability” columns ignore the predictive variable (m = 0). All results are based on a
cubic polynomial in cash-on-hand (n = 3). The coefficient of relative risk aversion is set to γ = 5.3. The subjective
discount factor is set to δ = 0.96. The investment horizon is 10 years. Consumption and portfolio rebalancing occurs
on an annual basis. The Ȳ0 column reports the distribution of initial annual per-capita earnings across industries in
thousands of 1982 – 84 dollars. The initial (January 1990) ratio of cash-on-hand to annual earnings is x0 = 2.88.

The average CEI across industries is 14, 106 (1982 – 84) dollars for an investor who conditions

24Table A.1 in the Online Appendix shows CEI for each industry in the sample.
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on the log dividend-price ratio, and 13, 727 dollars for an investor who ignores predictability. For

comparison, the average initial income was 15, 078 dollars in January 1990. The shapes of the

distributions of initial per-capita income and CEI look very similar. For example, the ratio of 90th−

and 50th− percentile, Q90/Q50, is 1.463 for Ȳ0 and 1.464 for CEI, with and without predictability.

Also, the Gini coefficient, as a measure of inequality in the distribution, is the same for Ȳ0 and both

estimates of CEI. These results suggest that the cross-sectional distribution of certainty equivalent

income reflects to a large extent the distribution of initial per-capita labor income.

For this reason, I focus on scaled certainty equivalent income, CEI/Ȳ0, to eliminate the effect

of the initial income level from the value of industry-specific human capital. Table 3 shows that

the average CEI/Ȳ0 equals 0.935 for the case with predictability. Thus, investors on average are

indifferent between receiving and consuming a certain income stream that equals 93.5% of their

initial income and receiving a stochastic income stream and implementing the optimal consumption

and portfolio choice strategies. The main result of this paper is the large inter-industry variation

in this value of risk-adjusted human capital, which ranges from 86.4% in “Motion picture and

sound recording industries” to 99.0% in “Data processing, hosting and related services.”25 Thus,

adjusted for industry-specific aggregate income growth risks, and the potential to hedge these risks

with investments in the aggregate stock market, every dollar earned is worth between 86 and 99

cents, depending on the industry of employment. These large economic differences are exclusively

driven by inter-industry variation in the joint distribution of income growth and stock return.

Ignoring the potential to predict future income growth and stock return using the log dividend-

price ratio, reduces the average CEI/Ȳ0 to 0.910. Thus, exploiting predictability increases scaled

certainty equivalent income by 2.5 percentage points on average. However, the large cross-sectional

variation in CEI/Ȳ0 remains unaffected and ranges from 84.0% in the motion picture industry to

96.9% in the data processing industry. Median values for both CEI and CEI/Ȳ0 are obtained for

the “Repair and maintenance” industry, regardless of whether predictability is taken into account.

Figure 5 shows a scatter plot of CEI/Ȳ0 against Ȳ0 for all 72 industries. The upper (lower) graph

plots results for the case with (without) predictability. The gains from predicting future per-capita

income growth and stock return become immediately obvious again. While all industries benefit

25The second highest value of scaled CEI, 98.6%, is obtained for the “Securities, commodity contracts, investments,
and funds and trusts” industry. Célérier and Vallée (2019) discuss the role of talent in driving finance industry wages.

28



Figure 5: Scaled certainty equivalent income by initial per-capita income

The figure shows scatter plots of scaled certainty equivalent income (CEI/Ȳ0) by initial per-capita income (Ȳ0) in
thousands of 1982 – 84 dollars. Results in the “With predictability” graph are based on a linear function in the log
dividend-price ratio (m = 1). Results in the “Without predictability” graph ignore the predictive variable (m = 0).
CEI is obtained for 72 industries at the three-digit 2017 NAICS classification level. All preference and optimization
parameters are described in the notes to Table 3.
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from predictability, some benefit less than others, which is not obvious from Figure 5. “Building

material and garden supply stores”, for example, achieve rank 48 out of 72 in terms of CEI/Ȳ0

when predictability is allowed for, but rank 35 in the absence of predictability.

I plot CEI/Ȳ0 against Ȳ0 in Figure 5 to investigate whether scaled CEI depends on the initial

per-capita income level of each industry. This would be the case if moments of industry-specific

per-capita income growth are related to the level of initial income. From inspecting the scatter

plots, this hypothesis is clearly rejected regardless of whether predictability is accounted for. Low-

income industries do not tend to generate higher values of industry-specific human capital per

dollar earned than high-income industries, and vice versa.

5.2 Which moments of per-capita income growth matter?

Inter-industry variation in the joint distribution of industry-specific per-capita income growth and

the return on the aggregate stock market is the only source of variation in CEI/Ȳ0. I now investi-

gate which moments of this joint distribution matter. I run cross-sectional regressions of CEI/Ȳ0

on the moments of real earnings growth and its comoments with real stock return shown in Table 1.

Table 4 presents the results from regressing CEI/Ȳ0 on moments of 12-month income growth and

stock return, while Table 5 presents the results from using the moments of 60-month income growth

and stock return. As mentioned earlier, moments of 12-month income growth reflect transitory in-

come changes, while moments of 60-month income growth mostly reflect persistent changes in line

with Guvenen et al. (2021). In both tables, I condition all regressions on whether CEI/Ȳ0 was

obtained from exploiting predictability of income growth and stock return. For both cases, with

and without predictability, I present three regressions that only differ in the comoment (correlation,

coskewness, or cokurtosis) included among the set of industry-specific regressors. I do not include

these comoments simultaneously because of collinearity concerns: aggregate stock returns do not

vary across industries.26 All regressions contain time series estimates of the mean, variance, skew-

ness, and kurtosis of industry-specific income growth as explanatory variables. All right-hand-side

variables in this section are standardized across industries for ease of interpretation.

Which signs are expected for each regressor? Mean earnings growth and skewness of earnings

growth should have a positive impact on the value of industry-specific human capital. The opposite

26However, while slightly noisier, the results from such a regression are still very similar to the ones presented here.
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Table 4: Cross-sectional regressions of scaled certainty equivalent income (CEI/Ȳ0) on time-series
moments and comoments of 12-month cumulative real per-capita income growth

The table shows OLS estimates from linear regressions of scaled certainty equivalent income (CEI/Ȳ0) on standardized
cumulative 12-month moments of real per-capita labor income growth. Results in the “With predictability” columns
are based on a linear function in the log dividend-price ratio (m = 1). Results in the “Without predictability” columns
ignore the predictive variable (m = 0). All preference and optimization parameters are described in the notes to
Table 3. The set of explanatory variables includes the mean, variance, skewness, and kurtosis of industry-specific real
per-capita income growth in all regressions. Three specifications are distinguished, which only differ in the comoment
(correlation, coskewness, or cokurtosis) of real per-capita income growth and real stock return added to the set of
explanatory variables. The sample consists of N = 72 industries at the three-digit 2017 NAICS classification level.

should hold for variance and kurtosis of earnings growth. A high correlation between income growth

and stock return reduces the potential to use the stock market to hedge income risk and therefore

should reduce scaled CEI.27 The larger coskewness, the less likely high income growth volatility

is observed during recessions (Storesletten et al., 2004). Cokurtosis increases with the likelihood

of observing negative skewness during recessions (Guvenen et al., 2014). Therefore, coskewness

should have a positive impact on CEI/Ȳ0, while cokurtosis should have a negative impact.28

Several robust results emerge from Tables 4 and 5: First, mean per-capita income growth has a

large positive effect on scaled CEI in all regressions, as expected. The effect is always statistically

27Recall that short-sale constraints are imposed.
28Controlling for comoments of income growth and aggregate stock return also addresses potential concerns about

cross-sectional correlation in residuals resulting from earnings shocks that affect multiple industries at the same time.
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Table 5: Cross-sectional regressions of scaled certainty equivalent income (CEI/Ȳ0) on time-series
moments and comoments of 60-month cumulative real per-capita income growth

The table shows OLS estimates from linear regressions of scaled certainty equivalent income (CEI/Ȳ0) on standardized
cumulative 60-month moments of real per-capita labor income growth. Results in the “With predictability” columns
are based on a linear function in the log dividend-price ratio (m = 1). Results in the “Without predictability” columns
ignore the predictive variable (m = 0). All preference and optimization parameters are described in the notes to
Table 3. The set of explanatory variables includes the mean, variance, skewness, and kurtosis of industry-specific real
per-capita income growth in all regressions. Three specifications are distinguished, which only differ in the comoment
(correlation, coskewness, or cokurtosis) of real per-capita income growth and real stock return added to the set of
explanatory variables. The sample consists of N = 72 industries at the three-digit 2017 NAICS classification level.

significant at the 1% level. For example, in the first specification with predictability in Table 4, a

one standard deviation increase in mean earnings growth increases scaled CEI by 2.1 percentage

points. This result is robust against changes in the horizon used to calculate cumulative income

growth. Second, a one standard deviation increase in the variance of 12-month per-capita income

growth reduces scaled CEI by about 0.8 – 0.9 percentage points. This effect increases to about

1.0 – 1.1 percentage points when income growth is calculated over 60 months. This suggests that

the volatility of persistent changes in industry-specific per-capita income is more important in

explaining cross-sectional variation in scaled CEI than the volatility of transitory changes. The

impact of the variance of labor income growth on scaled CEI is always significant at the 1% level.

Third, skewness of income growth usually does not significantly affect scaled CEI in Tables
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4 and 5.29 Kurtosis of industry-specific income growth has no impact on scaled CEI in Table

4, but significantly reduces scaled CEI in two out of three specifications in Table 5. It becomes

insignificant only when cokurtosis is the included comoment. Guvenen et al. (2021) show that

kurtosis of income growth increasingly reflects persistent income changes when the horizon increases

over which growth is calculated. This again suggests that risks associated to persistent changes

in industry-specific per-capita income are most relevant for explaining variation in scaled CEI.

However, the impact of kurtosis is small in terms of economic significance.

Fourth, the correlation between earnings growth and stock return has a negative and signifi-

cant impact on scaled CEI, as expected. For example, a one standard deviation increase in the

correlation reduces scaled CEI by 0.54 percentage points in the case with predictability in Table 4.

The corresponding estimate in Table 5 is 0.59 percentage points, which indicates that the impact

of correlation is robust against variation in the horizon over which income growth is calculated.

Correlation is always significant at the 1% level. Fifth, coskewness between cumulative earnings

growth and stock return turns out insignificant in all regessions in Tables 4 and 5 that contain this

comoment. Cyclical variation in the risk of per-capita income growth at the industry level does not

affect the risk-adjusted value of industry-specific human capital.

Sixth, cokurtosis between cumulative earnings growth and stock return always has the expected

negative sign and is statistically significant at the 1% level. Guvenen et al. (2014) present evidence

that cyclical skewness in idiosyncratic income rather than countercyclical variance is an important

property of the time series of individual income. In line with this result, I show that cokurtosis

rather than coskewness at the aggregate income level matters for the risk-adjusted value of industry-

specific human capital. For example, for the case with predictability in Table 4, a one standard

deviation increase in the cokurtosis between 12-month per-capita income growth and stock return

decreases scaled CEI by 0.44 percentage points. The impact of cokurtosis between 60-month

income growth and stock return in Table 5 increases to 0.68 percentage points, which exceeds the

impact of correlation. Cokurtosis between persistent changes in industry-specific income and the

stock price is more important than correlation between these variables in determining scaled CEI.

Seventh, these regressions explain a large percentage of the cross-sectional variation in scaled

29The only exception is the third specification with predictability in Table 5, which contains cokurtosis as an explanatory
variable. Skewness is negative and significant at the 5% level in this regression, which is probably a result of collinearity
between skewness and cokurtosis.
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CEI across industries. This is expected because all variation in CEI/Ȳ0 results from inter-industry

variation in the joint distribution of per-capita income growth and stock return. The average R2 of

the regressions in Table 4 is close to 80%, while the average R2 in Table 5 exceeds 90%. Moments of

income growth and stock return calculated over a 60-month horizon have more explanatory power

than moments of these variables calculated over a 12-month horizon. The likely explanation for

this result is the importance of persistent rather than transitory income changes. The highest

R2 is always achieved when cokurtosis is included among the explanatory variables, followed by

correlation and coskewness.

6 Conclusions

Using CES earnings data, I estimate the private value of industry-specific human capital for em-

ployees in 72 industries at the three-digit classification level. For each industry, I solve the average

Euler equations, which are derived from a dynamic model of consumption and portfolio choice,

for the employees in that industry. These average Euler equations depend on industry-specific

per-capital income growth and the cross-sectional second moments of transitory and persistent

idiosyncratic income shocks. Assuming that these moments are the same for all industries, all vari-

ation in optimal consumption and portfolio choice decisions across industries is due to differences in

the joint distribution of industry-specific per-capita income growth and the return on the aggregate

stock market. Thus, variation in human capital across industries is fully reflected in the certainty

equivalent income (CEI) that renders an employee indifferent between receiving and consuming

this income and implementing the optimal consumption and portfolio choice decisions.

I find substantial inter-industry variation in CEI per dollar of initial earnings, which ranges

from 86.4% in “Motion picture and sound recording industries” to 99.0% in “Data processing,

hosting and related services.” Thus, adjusted for the risks in industry-specific per-capita income

growth, and the potential to hedge these risks with investments in the aggregate stock market, every

dollar initially earned is worth between 86 and 99 cents, depending on the industry of employment.

This cross-sectional variation can be explained by moments of industry-specific per-capita income

growth and its comoments with the return on the aggregate stock market. Persistent changes in

aggregate income have higher explanatory power than transitory changes. Cokurtosis, the tendency
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to generate left-skewness in aggregate income growth during recessions, is at least as important in

explaining inter-industry variation in CEI as correlation between income growth and stock return.

This suggests that models of heterogeneous individual income should allow for countercyclical left-

skewness in idiosyncratic shocks (as in Catherine (2021)) and aggregate income shocks.

The documented large variation in industry-specific human capital emphasizes the need to

provide tailored investment options for members of pension plans that are organized at the industry

level. Given the power of defaults (see, e.g., Madrian and Shea (2001) and Choi, Laibson, Madrian,

and Metrick (2004)), the default fund of industry-level defined contribution plans should reflect the

specific human capital risks of its members. The same holds for pension plans organized at other

levels of aggregation, such as PEP and MEP provisions under the SECURE Act of 2019. Moreover,

my findings have implications for the relative attractiveness of job offers from different industries.

Offers need to be compared on a risk-adjusted basis, which includes the potential to hedge income

growth risks with investments in the aggregate stock market. Correspondingly, my findings could

be used in future contributions to the literature on job search theory (Mortensen, 1986).
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Appendix

A.1 Derivation of Bellman equation

At investment horizon T , all cash-on-hand optimally is consumed, cT = xT . For notational con-

venience, the individual and industry subscripts, i and s, are omitted throughout the Appendix.

Ignoring the state variables zT from the set of arguments for the same reason, the value function

at time T becomes

VT (XT , YT ) =
X1−γ
T

1− γ
= Y 1−γ

T

x1−γT

1− γ
. (35)

Because the value function is homogeneous in YT of degree − (1− γ), it is convenient to work with

VT (xT ) = Y
−(1−γ)
T VT (XT , YT ) =

x1−γT

1− γ
. (36)

Working backwards, the value function at T − 1 can be rewritten as follows

VT−1 (XT−1, YT−1) = max
CT−1,wT−1

(
C1−γ
T−1

1− γ
+ δET−1 [VT (XT , YT )]

)
(37)

= max
CT−1,wT−1

(
Y 1−γ
T−1

c1−γT−1
1− γ

+ δET−1
[
Y 1−γ
T VT (xT )

])
(38)

= max
CT−1,wT−1

(
Y 1−γ
T−1

c1−γT−1
1− γ

+ δET−1
[
(GTYT−1)

1−γ VT (xT )
])

(39)

= Y 1−γ
T−1 max

CT−1,wT−1

(
c1−γT−1
1− γ

+ δET−1
[
G1−γ
T VT (xT )

])
. (40)

Again, it is more convenient to work with

VT−1 (xT−1) = Y
−(1−γ)
T−1 VT−1 (XT−1, YT−1) (41)

= max
cT−1,wT−1

(
c1−γT−1
1− γ

+ δET−1
[
G1−γ
T VT (xT )

])
. (42)

In the same way, the value function (16) in the main text is obtained for a general t.
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A.2 Derivation of Euler equations

Replacing xt+1 in the Bellman equation (16) with (14) yields

Vt (xt, zt) = max
ct,wt

{
u (ct) + δEt

[
G1−γ
t+1 Vt+1 (xt+1, zt+1)

]}
(43)

= max
ct,wt

{
u (ct) + δEt

[
G1−γ
t+1 Vt+1

(
G−1t+1 (xt − ct)Rpt+1 + 1, zt+1

)]}
. (44)

Using the definition of the portfolio return in equation (11), the first-order conditions for a maximum

of (44) with respect to consumption, ct, and the allocation to the risky asset, wt, can be derived as

Et
[
δG−γt+1∇1Vt+1 (xt+1, zt+1)R

p
t+1

]
= u′ (ct) (45)

Et
[
δG−γt+1∇1Vt+1 (xt+1, zt+1)R

e
t+1

]
= 0, (46)

where ∇1Vt+1 (xt+1, zt+1) denotes the first derivative of the value function Vt+1 (xt+1, zt+1) with

respect to its first argument, xt+1. These derivatives can be replaced with the envelope condition,

∇1Vt+1 (xt+1, zt+1) = u′ (ct+1) (see, e.g., Back (2010)), to obtain the Euler equations

Et

[
δ

(
Gt+1

ct+1

ct

)−γ
Rpt+1

]
= 1 (47)

Et

[
δ

(
Gt+1

ct+1

ct

)−γ
Ret+1

]
= 0. (48)

The Euler equations (18) and (19) in the main text directly follow from (47) and (48).

A.3 Impact of polynomial choice on policy functions

Figures A.1 and A.2 compare the policy functions for the allocation to stocks and the consumption

share, respectively, for “Data processing, hosting, and related services”. Results in Panel A (B) of

these tables are based on a linear (quadratic) function in the log dividend-price ratio with m = 1

(m = 2). While there are some differences in the optimal allocations, consumption remains mostly

unaffected by the polynomial order. As a result, CEI/Ȳ0 is 0.990 for m = 1 and 0.989 for m = 2.
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Figure A.1: Policy functions for the allocation to stocks for two state variable polynomials

The figure shows surface plots of policy functions for the allocation to stocks for “Data processing, hosting and related
services” at rebalancing times t = 1, 5, 9. Results in Panel A (B) are based on a linear (quadratic) function in the
log dividend-price ratio with m = 1 (m = 2) and imply CEI/Ȳ0 = 0.990 (CEI/Ȳ0 = 0.989). All preference and
optimization parameters are described in the notes to Figure 1. The “w”-axis shows the optimal share of wealth
invested in stocks, the “z”-axis the percentiles of the predictive variable (log dividend-price ratio), the “x”-axis the
ratio of financial wealth to annual income.
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Figure A.2: Policy functions for the consumption share for two state variable polynomials

The figure shows surface plots of policy functions for the consumption share for “Data processing, hosting and related
services” at rebalancing times t = 1, 5, 9. Results in Panel A (B) are based on a linear (quadratic) function in the
log dividend-price ratio with m = 1 (m = 2) and imply CEI/Ȳ0 = 0.990 (CEI/Ȳ0 = 0.989). All preference and
optimization parameters are described in the notes to Figure 1. The “q”-axis shows the optimal consumption share,
the “z”-axis the percentiles of the predictive variable (log dividend-price ratio), the “x”-axis the ratio of financial
wealth to annual income.
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Online Appendix 
 

Table A.1: Industries, CES identifiers, initial per-capita income, and certainty equivalent income 

The table shows in the first two columns industry designations and Current Employment Statistics (CES) identifiers for the 72 industries in the 
sample. All 72 CES industries with an equivalent three-digit 2017 NAICS code are selected, accounting for 84% of the 86 industries at the three-
digit level in the 2017 NAICS classification. The third column shows annualized per-capita income, 𝑌𝑌�0, for production and nonsupervisory employees 
in January 1990 in thousands of 1982 – 84 dollars. The fourth column reports the certainty equivalent income, 𝐶𝐶𝐶𝐶𝐶𝐶, stream obtained from a linear 
function (𝑚𝑚 = 1)  in the log dividend-price ratio. The notes to Table 4 in the main text contain a description of the underlying preference and 
optimization parameter choices. The final column shows results for scaled certainty equivalent income, 𝐶𝐶𝐶𝐶𝐶𝐶 𝑌𝑌�0⁄ . 

Industry  CES ID 𝑌𝑌�0 𝐶𝐶𝐶𝐶𝐶𝐶 (𝑚𝑚 = 1) 𝐶𝐶𝐶𝐶𝐶𝐶 𝑌𝑌�0⁄  
Oil and gas extraction 10211000 23.909 22.507 0.941 
Mining, except oil and gas 10212000 28.160 25.998 0.923 
Support activities for mining 10213000 21.700 20.437 0.942 
Construction of buildings 20236000 19.542 18.522 0.948 
Heavy and civil engineering construction 20237000 21.203 20.142 0.950 
Specialty trade contractors 20238000 20.982 19.615 0.935 
Wood products 31321000 14.525 13.445 0.926 
Nonmetallic mineral products 31327000 18.127 16.653 0.919 
Primary metals 31331000 21.875 19.878 0.909 
Fabricated metal products 31332000 17.807 16.500 0.927 
Machinery 31333000 20.127 18.425 0.915 
Computer and electronic products 31334000 18.228 17.479 0.959 
Electrical equipment and appliances 31335000 17.010 15.716 0.924 
Transportation equipment 31336000 23.631 21.738 0.920 
Furniture and related products 31337000 13.360 12.472 0.934 
Miscellaneous durable goods manufacturing 31339000 14.006 13.272 0.948 
Food manufacturing 32311000 14.348 13.317 0.928 
Textile mills 32313000 13.333 12.201 0.915 
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Table A.1 continued     
Industry  CES ID 𝑌𝑌�0 𝐶𝐶𝐶𝐶𝐶𝐶 (𝑚𝑚 = 1) 𝐶𝐶𝐶𝐶𝐶𝐶 𝑌𝑌�0⁄  
Textile product mills 32314000 11.407 10.345 0.907 
Apparel 32315000 8.797 8.402 0.955 
Paper and paper products 32322000 21.357 19.525 0.914 
Printing and related support activities 32323000 17.369 15.808 0.910 
Petroleum and coal products 32324000 30.317 28.743 0.948 
Chemicals 32325000 22.503 20.564 0.914 
Plastics and rubber products 32326000 16.086 14.830 0.922 
Miscellaneous nondurable goods manufacturing 32329000 15.566 14.265 0.916 
Durable goods 41423000 18.606 17.422 0.936 
Nondurable goods 41424000 16.186 15.334 0.947 
Electronic markets and agents and brokers 41425000 20.354 19.571 0.962 
Motor vehicle and parts dealers 42441000 14.804 13.687 0.925 
Furniture and home furnishings stores 42442000 11.218 10.232 0.912 
Electronics and appliance stores 42443000 11.111 10.441 0.940 
Building material and garden supply stores 42444000 11.622 10.584 0.911 
Food and beverage stores 42445000 9.536 8.612 0.903 
Health and personal care stores 42446000 8.386 8.155 0.972 
Gasoline stations 42447000 7.976 7.332 0.919 
Clothing and clothing accessories stores 42448000 6.645 5.911 0.890 
Sporting, hobby, book, and music stores 42451000 6.921 6.258 0.904 
General merchandise stores 42452000 7.221 6.798 0.941 
Miscellaneous store retailers 42453000 9.139 8.363 0.915 
Nonstore retailers 42454000 13.678 13.081 0.956 
Air transportation 43481000 17.629 16.387 0.930 
Truck transportation 43484000 19.439 17.777 0.915 
Transit and ground passenger transportation 43485000 13.094 11.873 0.907 
Support activities for transportation 43488000 17.641 16.533 0.937 
Couriers and messengers 43492000 8.896 8.210 0.923 
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Table A.1 continued     
Industry  CES ID 𝑌𝑌�0 𝐶𝐶𝐶𝐶𝐶𝐶 (𝑚𝑚 = 1) 𝐶𝐶𝐶𝐶𝐶𝐶 𝑌𝑌�0⁄  
Warehousing and storage 43493000 16.288 14.815 0.910 
Motion picture and sound recording industries 50512000 17.232 14.895 0.864 
Broadcasting, except Internet 50515000 15.789 15.359 0.973 
Telecommunications 50517000 22.989 21.423 0.932 
Data processing, hosting and related services 50518000 16.957 16.789 0.990 
Other information services 50519000 20.302 19.205 0.946 
Credit intermediation and related activities 55522000 13.337 12.833 0.962 
Securities, commodity contracts, investments, and funds and trusts 55523000 18.364 18.142 0.988 
Insurance carriers and related activities 55524000 16.649 16.210 0.974 
Real estate 55531000 12.046 11.601 0.963 
Rental and leasing services 55532000 10.915 10.523 0.964 
Administrative and support services 60561000 10.708 10.283 0.960 
Waste management and remediation services 60562000 17.380 16.453 0.947 
Health care 65620001 13.534 13.152 0.972 
Ambulatory health care services 65621000 12.419 12.115 0.976 
Hospitals 65622000 16.327 16.085 0.985 
Nursing and residential care facilities 65623000 9.742 9.163 0.941 
Social assistance 65624000 8.573 7.963 0.929 
Performing arts and spectator sports 70711000 12.635 11.961 0.947 
Museums, historical sites, and similar institutions 70712000 10.301 9.451 0.917 
Amusements, gambling, and recreation 70713000 7.836 7.171 0.915 
Accommodation 70721000 8.289 7.700 0.929 
Food services and drinking places 70722000 5.257 4.994 0.950 
Repair and maintenance 80811000 14.808 13.792 0.931 
Personal and laundry services 80812000 9.488 8.691 0.916 
Membership associations and organizations 80813000 12.087 11.470 0.949 
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